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Abstract—Popular low-cost air quality sensors embedded into
IoT and mobile devices are based on metal oxides (MOX)
that change their electrical resistance in response to ambient
pollutants emitted as gases. Operating MOX sensors continuously
is expensive, since it requires to heat up and maintain a hotplate
at several hundred degrees. To save energy, sensors are commonly
duty cycled with short on-times and long off-times. However,
doing so adversely affects the sensor’s chemical reactions, which
have slower transients as the off-time increases. As a result, sensor
sensitivity to various gases deviates from a continuously powered
sensor. In this paper, we show that it is possible to recover accu-
rate continuous-sensor measurements from transient responses
obtained from a duty cycled sensor and compensate for an
altered multi-gas cross-sensitivity profile using machine learning
methods. On a test set, we achieve a mean absolute error (MAE)
of 24 ppb between continuous ground-truth measurements and
obtained model predictions of tVOC. This results in estimating
86.6% of Indoor Air Quality (IAQ) levels correctly compared
to 68.1% if no correction is used. Our models are invariant
to minor baseline shifts and work for both tVOC and CO2-eq
signals provided by the sensor. Thanks to our models, 98.5 %
of the energy consumption can be reduced while maintaining
high accuracy. This optimization enables energy-harvesting-based
operation of IAQ sensors in indoor IoT scenarios.

I. INTRODUCTION

Low-power wireless sensors are a key enabling technology
for cost-effective, long-term deployments in the Internet of
Things (IoT). These deployments, however, are still missing
important classes of context sensors, such as chemical sensors,
because they are either difficult to miniaturize or too power-
hungry. Today’s off-the-shelf, low-cost chemical sensors suf-
fer from a number of shortcomings: (1) They feature long
response times due to their slow chemical reactions. Many
electrochemical gas sensors have response times in the range
of minutes. High temperatures speed up chemical reactions and
allow measuring gases that are more chemically stable. To this
end, MOX sensors integrate a hotplate that heats up to several
hundred degrees and significantly increases the sensor’s power
consumption (see response times and power consumption of
sample MOX sensors in Table I). (2) Chemical sensors may
suffer from long cold start times necessary for the baseline to
settle to compensate for the sensor being off. Gas and water
molecules accumulate on the sensitive surface while the sensor
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Fig. 1: Comparison of SGP30’s sensitivity profiles in different
operation modes: continuous vs 1.5 % duty cycle with Ton = 5 s on-
time. Left: Pixel 1; Right: Pixel 2. Both pixels are MOX sensitive
materials with their unique sensitivity patterns.

is off. Therefore, internal cleaning and baseline correction are
necessary to compensate for these effects and ensure correct
measurements. (3) Sensor duty cycling leads to measurement
errors [1]. For most MOX sensors, a continuous-operation
mode is considered more stable and more reliable, yet not
energy-efficient. Duty cycling a sensor typically provides
significant energy savings with little overhead. Unfortunately,
for gas sensors, duty cycling also introduces considerable
changes to the sensor’s sensitivity profile, which describes a
sensor’s relative sensitivity to different gases. These changes
cause errors when measuring a target gas. The scatter plot in
Fig. 1 highlights the differences from continuous mode to duty
cycling.

We refer to the correction of sensing errors by means of
predictive models as predictive sensing. In [2] the authors use
predictive sensing to build a low-power ammonia monitoring
system. They train a long short-term memory network (LSTM)
to predict the final chemical equilibrium from a short transient
containing 8 samples sampled over 0.2 s. Another recent
research [3] suggests to duty cycle low-cost sensors for gas
leakage detection with a 20 s on and then 120 s off operation
pattern. Again, a LSTM is used to predict a reference value
measured by a continuously operated sensor. In contrast to
previous works focusing on a single gas, we are the first
to focus on indoor air quality monitoring, which presents a
multi-gas environment containing a mixture of various volatile
organic compounds (tVOC), H2 and other gases. Our sensors
are sensitive to a wide range of gases and we use predictive978-1-6654-4108-7/21/$31.00 ©2021 IEEE
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Fig. 2: A sample measurement sequence of indoor air quality with sensors operated in different modes: continuous, 0.37 % duty cycle
(|W | = 40), 0.74 % duty cycle (|W | = 80) and 1.5 % duty cycle (|W | = 160) with Toff =5min. Left: tVOC measured with Pixel 1 tuned
to EtOH. Right: CO2-eq measured with Pixel 2 tuned to H2. |W | denotes the length of the transient in a respective duty cycle mode.

Sensor Type Phenomenon Response time (op.mode) Cold start Power cons.

Figaro TGS8100 MOX tVOC, smoke 1 s (continuous) 1 h+ 15 mW
Sensirion SGP30 MOX tVOC / H2 / CO2-eq 1 s (continuous) 1 h+ 86 mW
Sensirion SGPC3 MOX tVOC 2 s / 30 s (duty cycle / duty cycle) 24 h+ 1.8mW / 120µW
Bosch BME680 MOX tVOC 0.75 s / 92 s (continuous / duty cycle) 22mW / 180µW
SGX MICS-OZ-47 MOX Ozone 6 min (mode unclear) Unclear

TABLE I: Sample chemical sensors with their timing and power characteristics.

sensing to compensate for the altered sensitivity profile of the
duty cycled sensor compared to a continuously operated one.
Furthermore, we investigate the impact of a baseline drift on
the accuracy of the obtained models.

The sensor used to conduct experiments in this paper is
SGP30 [4] from Sensirion, which measures tVOC and CO2-eq
and is used in popular IoT devices and even smartphones [5].
The sensor consumes almost 90 mW, has a cold start time of
over one hour and is recommended to be constantly powered.
A 2 % duty cycle version of the sensor, available on the market
as the SGPC3 [6], consumes less power but has a 24 h+ cold
start time and can only measure tVOC. Examples of other
off-the-shelf low-cost sensors along with their characteristics
are given in Table I. Note that the tVOC measurements from
SGP30s in different modes deviate when operated in parallel
in the field due to the sensor’s changed sensitivity. We ran
an experiment and compared the measurements obtained with
a continuously operated sensor against other sensors operated
in a duty cycle mode. The results over 40 h of measurements
indoors are visualized in Fig. 2.

The research questions we investigate are: (1) Can we com-
pensate for differences in sensor sensitivity profiles caused by
a duty cycle mode? (2) Can predictive sensing operate solely
from harvested energy? We study both research questions in
the context of indoor air quality monitoring.
Challenges. Predicting measured sensor values from a tran-
sient response,—sampled either regularly or irregularly,—
corresponds to predicting the outcome of a chemical reaction
with minimum observation time. Predictive models should
provide reasonable compensation for the following three is-
sues: (1) A change to the sensor’s sensitivity profile with
a specific duty cycle pattern. (2) The difference between
the asymptotic settling value of the observed transient and
the value maintained in the equilibrium state, since chemical
reactions chronically do not run to completion and build

byproducts on the sensitive surface. (3) MOX sensitivity
changes over time depending on the purity of the target
environment and operation mode. A perfect baseline correction
may not be possible despite all the efforts of MOX sensor
manufacturers [7], [8]. So ideally, a predictive model should
be invariant to minor shifts in the input data.
Contributions and road-map. In this work, we give a positive
answer to the above research questions and tackle all the
above-mentioned challenges. We build predictive models to
recover the measurements of a continuously operated sensor
from a short piece of the observed transient response measured
in a duty cycle mode. We describe the specifics of air quality
measurements with MOX sensors in Sec. II. Sec. III presents
the architecture of the predictive models and compensation
procedures we propose to address the above challenges. We
evaluate our findings on field data in Sec. IV. Finally, Sec. V
summarizes related work and Sec. VI concludes this paper.

II. EXPLORING DISCONTINUOUS SENSOR OPERATION

Compared to traditional sensors powered from a single
primary battery, introducing energy harvesting capabilities can
significantly increase the lifetime of the sensor by many
years [9], [10]. Although this is highly dependent on the
chosen transducer and the primary energy provided by the
environment, photovoltaics are generally regarded to have the
highest power densities available [11]. In fact, researchers
have been able to deploy indoor networks of ambient tem-
perature and humidity sensors powered not from batteries,
but directly from a small solar cell [12]. These batteryless
sensors work in an energy-driven fashion, meaning that they
adapt their duty cycle according to the energy availability. As
opposed to existing temperature and humidity sensors which
can easily be duty cycled, MOX sensors typically require
continuous operation due to their chemical nature. Operating
MOX sensors continuously is prohibitively expensive for the



vast majority of IoT deployments, due to their high power
consumption. Even with energy harvesting, batteries would be
depleted very quickly and require maintenance. To remedy
this issue, we introduce duty cycling to the SGP30 by period-
ically turning its voltage supply on/off and thus significantly
decreasing its average power consumption. To compensate for
the sensitivity changes introduced by duty cycling the sensor,
we train machine learning models for predictive sensing. By
using a continuously-powered sensor as ground truth, our
work shows the feasibility of energy-driven Indoor Air Quality
(IAQ) sensing with high accuracy, duty-cycled measurements.
This work paves the way for fully autonomous IAQ sensors
that can harvest enough energy from indoor environments to
perform periodic gas sensing. The specifics of our selected gas
sensor will be discussed first, followed by a description of its
operation modes.
SGP30 Gas Sensor. In this work, we use the SVM30 [13]
board from Sensirion, which includes the SGP30 [4], [14] gas
sensor and the SHTC1 [15] temperature and humidity sensor,
as shown in Fig. 3. The SGP30 is a digital multi-pixel metal-
oxide gas sensor featuring a temperature-controlled micro
hotplate and four MOX sensing elements in one single chip.
Each of the four MOX sensing elements, also named pixels,
is tuned to be sensitive to specific gases. SGP30 offers two
processed air quality signals,—tVOC in ppb (parts per billion)
and CO2-eq in ppm (parts per million),—along with raw pixel
values in ticks. In contrast to the converted tVOC and CO2-eq
values, for raw pixel values higher ticks correspond to cleaner
air. SGP30 sensors need to be operated for a few hours before
they can provide reliable measurements. The manufacturer
recommends operating the sensor in continuous mode.
Target gases and IAQ use-case. CO2 and tVOC are two gases
often used to describe indoor air quality (IAQ). The public
interface provides access to two pixels (Pixel 1 and Pixel 2)
tuned to ethanol (EtOH) and hydrogen (H2) respectively for
a sensor operated in continuous mode. The pixel tuned for
EtOH has a similar sensitivity to the typical gas mixture of

Fig. 3: Experimental setup with an SGP30 integrated into the SVM30
module and connected to the Raspberry Pi 3 Model B.
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Fig. 4: Multiple transient responses W of SGP30 (Left: Pixel 1,
Right: Pixel 2) in the 1.5 % duty cycle mode over a period of a
stable concentration of gases in the ambient indoor air.

tVOC [14]. While CO2 can not be measured with SGP30, its
equivalent (CO2-eq) is estimated by leveraging a correlation
between H2 and CO2 indoors, since humans are the main
source of both gases contained in their exhaled breath. Note
that SGP30 is a broadband sensor and both pixels are cross-
sensitive to a large variety of different gases despite their
tuned sensitivity to a particular gas. The sensors are calibrated
in production to determine individual calibration parameters
which are then stored on-chip, so that a conversion from a
raw pixel value to a calibrated output is possible. On-board
baseline correction and humidity compensation (provided an
external humidity sensor) allow for more accurate measure-
ments. We work with a raw sensor signal which does not
benefit from these enhancements. Both pixels are sensitive to
tVOC and H2, but their sensitivities differ. While both Pixel
1 and Pixel 2 are cross-sensitive to other gases, they provide
low-cost alternatives for measuring tVOC and CO2 [14]. The
correspondence between tVOC and CO2 concentrations and
Indoor Air Quality (IAQ) levels for Europe is given in Table II.

IAQ level tVOC [ppb]

Unhealthy 2200 – 5500
Poor 660 – 2200

Moderate 220 – 660
Good 65 – 220

Excellent 0 – 65

(a) IAQ levels, tVOC [16]

IAQ level CO2 [ppm]

Poor 1400+
Moderate 800 – 1400

Good 400 – 800

(b) IAQ levels, CO2 [17]

TABLE II: Indoor Air Quality (IAQ) levels for tVOC and CO2.

Operation modes. We operate SGP30 in either continuous or
duty cycle mode as described in the following paragraphs.

In continuous mode the sensor is in the measurement mode
with the hotplate continuously operated at a constant temper-
ature of several hundred degrees Celsius. This setting keeps
the sensor in an equilibrium state. Measurements are read
in regular intervals, as recommended in the datasheet. This
ensures that the measurements are most accurate. We read raw
values, tVOC, and CO2-eq. The measurements obtained in this
operation mode are treated as ground truth for other modes.
Note that converted tVOC and CO2-eq are not available in
other modes. In general, this operation mode keeps the sensor
on continuously and is the least energy-efficient, consuming
an average power of 87.84 mW.



In the duty cycle mode the sensor is duty cycled by regularly
turning it on and off. We define a time frame Ton for which
the sensor is turned on and another time frame Toff for which
the sensor is turned off (Tperiod = Ton + Toff). The duty cycle
D is defined as D = Ton/ Tperiod×100 %. The measurements
obtained while the sensor is on are referred to as transient
response W which is unique for each operation mode. Several
transient responses W for roughly a constant concentration of
the ambient air are visualized in Fig. 4. The figure shows
transient responses of length 160 sampled with 36 Hz with D
= 1.5 %. We observe that measured transient values gradually
increase over time although never reach the measurements
taken in continuous mode. In addition, the transient response
exhibits a high degree of repeatability given the background air
composition does not change. Sensirion’s SGPC3 [6] is also
a sensor operated in duty cycle mode with Ton = 40 ms and
periods of Tperiod = 2 s and Tperiod = 30 s. The duty cycle mode
saves a lot of energy compared to the continuous mode. Recent
literature [2], [3] shows that a transient response contains
valuable information which can be used to predict accurate
measurements. The challenge we are facing here is an altered
sensor sensitivity due to it not being constantly powered.

III. PREDICTIVE SENSING

This section introduces the method used to match the
sensitivity profile of a duty cycled sensor and a continuously
powered sensor. First, we describe the datasets we collected
in an indoor environment, summarize the data preprocessing
steps applied and present the models used to solve the predic-
tive sensing task. We then show how raw sensor values and
the predictive model output are converted to ppb / ppm units.
Measured data. We performed multiple prolonged exper-
iments in the same indoor environment (typical inhabited
room) using two sensors. One sensor was always operated
in continuous mode, providing ground truth data. The other
sensor was always operated in duty cycle mode. The sensors
were operated in continuous and duty cycle modes consistently
throughout the experiments. Between the experiments, the
sensors were turned off. Each experiment resulted in one
data set. The gathered data sets used to train and evaluate
predictive models are summarized in Table III. The data set
Dtrain+test representing 6 days of data is used to train and test
the models with a 80 % to 20 % data split for train and test
set. The data set D+4d

test was recorded after a 4 day break to
test the models’ performance. While recording these two data
sets, we occasionally introduced air quality changing events by
placing a source of evaporating alcohols in the vicinity of the
sensors to ensure the model also learns to deal with increased
pollutant concentrations. D+18d

test , D+22d
test and D+53d

test were recorded
18, 22 and 53 days after Dtrain+test and span 63, 72 and 96
hours respectively. No artificial events were introduced while
recording these data sets. We open-source measured data to
stimulate further research on the topic1.

1https://github.com/TUG-EIP/MOX-Compensation-SGP30

Name Duration Rel.Hum. #samples #samples Peculi-
[h] [%] [cont.] [duty] arity

Dtrain+test 144 43.81 51’485 1’728 events
D+4d

test 96 45.05 34’325 1’152 events
D+18d

test 63 41.41 22’768 764 no events
D+22d

test 72 37.53 27’133 911 no events
D+53d

test 96 35.85 32’616 1’152 no events

TABLE III: Summary of gathered data.

Data preprocessing. Using raw data only did not result
in satisfying model performance. We therefore implemented
data preprocessing techniques to ensure the robustness of the
developed models, i.e., normalization, and data augmentation,
detailed next. The measured data is normalized by scaling
and shifting the values to fit into the range [−1, 1]. We
use plausible minimum xmin and maximum xmax values
observed in an indoor environment to normalize each sensor
measurement xnorm = 2(x−xmin)/(xmax−xmin)−1, where x
is the raw measurement. Data augmentation is used to improve
the models’ robustness to a baseline drift. We generate a family
of slightly modified transient responses based on real transient
responses by shifting these up and down by a small value.
This step significantly improves the performance of all tested
models discussed below.
Predictive models. Duty cycling a MOX sensor changes its
sensitivity profile because oxidation reactions, as well as des-
orption of the gas species from the sensor’s surface, get slowed
down differently depending on the target gas. We explore
machine learning models to predict sensor values measured
in continuous mode from a short transient observed during
Ton. We compare the performance of LSTM [18] (long short-
term memory), GRU [19] (gated recurrent unit), XGBoost [20]
(eXtreme gradient boosting) and AutoML [21] on the same
train and test dataset. LSTM was successfully used in previous
work [2], [3] to recover a single gas concentration from
the transient response. We implemented an LSTM network
of cells equipped with input, output and forget gates. Each
gate represents a sigmoid function to control the flow of
information through the cell. GRU is a variant of LSTM with
an update gate, a reset gate, and fewer parameters. XGBoost
allows training an ensemble of models using tree boosting and
gradient boosting frameworks, and was successfully used in
recent machine learning competitions [22]. We used an imple-
mentation by [23]. Finally, AutoML allows building ensembles
of machine learning models from raw data by automatically
choosing preprocessing, feature engineering, hyper-parameter
optimization and model selection techniques. We used the
open-source auto-sklearn implementation referenced in
the respective paper [21]. AutoML internally splits the input
data into 67 % to 33 % for training and validation to avoid
overfitting. We used the preprocessed transient response W of
the duty cycled sensor as input to all of the above models. In
addition, we explored different settings in the hyperparameter
space to choose the model with the best performance.
Ticks to ppb / ppm conversion. We apply a conversion



from ticks to ppb / ppm to be able to draw conclusions with
respect to air quality levels. The datasheet of the SGP30 offers
a formula to calculate a gas concentration c relative to a
reference concentration cref as follows

c = cref · exp(
sref − sout

512
), (1)

where sout is the sensor’s raw signal in ticks at concentration
c and sref is the sensor’s raw signal in ticks at the reference
concentration cref . The reference parameters are evaluated
during production by exposing the sensor to a known reference
concentration and are stored on chip, but are not publicly
accessible. Therefore, we estimate these parameters for both
sensors, so that the provided concentrations c and tVOC /
CO2-eq values match the plausible range.

IV. EVALUATION

Predictive sensing is evaluated on data sets gathered over
the course of two months in an indoor environment. In
our experiments, we operated two sensors in parallel. One
sensor was set in continuous mode to provide ground truth
measurements, while another used predictive sensing in duty
cycle mode. When operating sensors in duty cycle mode, we
are interested in the measurements of the transient obtained in
the first few seconds. The converted tVOC and CO2-eq values
are not available during the first 15 s, we therefore focus on
the raw sensor signal in the duty cycle mode. Due to delays
coming from turning the sensor on, setting up communication
and initialization, we measured a raw signal readout rate of
36 Hz in practice. Below, we assess the performance of the
developed models on gathered data. Having obtained the first
encouraging results, we investigate our models’ behavior under
a natural baseline drift and explore model optimizations for
resource-constrained devices. Finally, we show that solar en-
ergy harvested in a typical indoor environment is sufficient to
use predictive sensing without access to the main power while
providing accurate measurements that match a continuously-
powered sensor.

A. Predictive Sensing Performance

Evaluation metrics. We use mean absolute error (MAE) to
evaluate the accuracy of the proposed predictive models. The
metric is broadly used in the related literature [3]. MAE
computes the mean difference across targets yi and predictions
xi and is defined as MAE = 1

N

∑N
i=1 |yi − xi|.

Accuracy of predictive models. The main assumption behind
predictive sensing is that valuable information in the transient
response can be used to recover continuous measurements
from the duty cycle transient. To support the assumption,
we trained predictive models described in Sec. III to recover
tVOC measurements based on the EtOH-pixel (Pixel 1) and
CO2-eq measurements based on the H2-pixel (Pixel 2). Note
that both pixels represent different sensitive materials with
their unique sensitivity profiles that are also different for
continuous and duty cycle modes. We explore different lengths
of the observed transient W , |W | ∈ 40, 80, 160 samples,
given a 36 Hz sampling rate. We fix Ton = 5 s and Toff =
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Fig. 5: Comparison of SGP30’s sensitivity profiles in continuous
mode vs predictive sensing output with 1.5 % duty cycle, Ton = 5 s
on-time, GRU model based on |W | = 160 samples. Left: Pixel 1;
Right: Pixel 2.

5 min. The models’ performances on Dtrain+test test set are
summarized in Table IVa. All models can recover continuous
measurements from the duty cycle transient responses, with
the best performance obtained with LSTM and GRU networks
which outperform AutoML and XGBoost. Note that all models
provide a significant improvement when compared to the
duty cycled signal without predictive sensing. In addition,
the longer the transient response used, the better the model
performances for both tVOC and CO2-eq. In terms of correctly
measured IAQ levels for Pixel 1, this improvement evaluates
to up to 20 %. In absolute values, the error gets down to
24 ppb with GRU and |W | = 160 compared to 48 ppb without
predictive sensing. For Pixel 2, the improvement is up to 10 %
in terms of correctly predicted IAQ levels and up to 20 % in
absolute ppm values. We show a continuous signal, a sample
prediction and the 160th readout of the transient on the test
set D+4d

test in Fig. 6c and Fig. 6d for both tVOC and CO2-eq.
Model predictions, although noisy, are consistent on the data
measured 4 days later with the same sensor. We can expect
that using larger datasets gathered in diverse environments for
training further improves model robustness.

Predictive models improve alignment of sensor’s sensitivity
profiles as shown in Fig. 5 on the test set in Dtrain+test and yield
R2 of 0.888 and 0.935, for Pixel 1 and Pixel 2, respectively.
Here, we use the same data as in Fig. 1, with R2 of -0.206
and 0.384, for Pixel 1 and Pixel 2 respectively, which makes
the improvement results directly comparable.
Impact of a baseline drift. MOX sensors exhibit a baseline
drift over time, analytically corrected by baseline correction
algorithms [7], [8]. Since the significance of the drift depends
on the operating environment, MOX sensitive material and
sensor’s operation mode, it is difficult to provide a perfect
correction. To tackle the problem, we inspect a change of
model accuracy if its input test data is artificially shifted by a
fixed value. The results for both pixels are presented in Fig. 7.
We make the following three observations: First, the model’s
error drops smoothly with higher artificially introduced offsets.
Second, there is a flat and wide basin where the model yields
low prediction errors due to the data augmentation described
in Sec. III. This indicates model robustness to inaccuracies of
baseline correction. Since the steepness of the curves for Pixel



Model |W |
tVOC CO2-eq

MAE MAE Same IAQ MAE MAE Same IAQ
[ticks] [ppb] level [%] [ticks] [ppm] level [%]

None
40 - 50 67.2 - 134 73.2
80 - 58 61.8 - 106 82.1

160 - 48 68.1 - 78 86.6

LSTM
40 178 36 86.6 195 119 84.3
80 168 34 79.8 172 101 88.3

160 133 27 83.2 122 81 87.7

GRU
40 184 40 79.2 196 124 82.6
80 166 31 88.3 153 86 92.3

160 136 24 86.6 108 68 89.7

XGBoost
40 245 60 67.5 - - -

160 158 30 89.2 - - -

AutoML
40 243 66 70.1 - - -

160 141 24 84.0 - - -

(a) Best obtained model performance on Dtrain+test test set.

Pixel Dataset

No offset Offset correction
correction

MAE MAE Offset MAE MAE
[ticks] [ppb] [ticks] [ppb]

Pixel 1

D+4d
test 190 39 8 186 39

D+18d
test 499 142 -560 195 64

D+22d
test 592 101 -640 227 45

D+53d
test 662 241 -680 214 98

Pixel Dataset MAE MAE Offset MAE MAE
[ticks] [ppm] [ticks] [ppm]

Pixel 2

D+4d
test 240 130 -260 244 103

D+18d
test 260 222 -280 167 127

D+22d
test 294 221 -440 122 79

D+53d
test 391 317 -380 225 148

(b) GRU performance on future test data for |W | = 160.

TABLE IV: Predictive sensing performance assessment. Left: On Dtrain+test test set. LSTM and GRU achieve similar performance results and
provide 20 % and 10 % improvement in the number of correctly identified IAQ-levels for tVOC (Pixel 1) and CO2-eq (Pixel 2) respectively.
Right: On test data gathered later in time (with and without offset correction). We observe a gradual shift of the sweet spot which yields
best model performance towards more negative offset values.

2 is higher, the GRU model for Pixel 1 is more robust to a
baseline drift than for Pixel 2. However, a baseline correction
is necessary to ensure high model accuracy even though the
models can tolerate imperfect compensation.

Finally, we observe a gradual shift of the sweet spot
providing the best model performance towards more negative
offsets for more distant test data over 2 months. This can be
observed in Fig. 7 and quantitatively analyzed in Table IVb.
Since both continuously operated and duty cycled sensors are
susceptible to a baseline drift of different strength, we look at
the value domain in ppb / ppm to understand which sensor drift
is more substantial. In Fig. 6 we observe a significant shift of
the values measured by a continuously operated sensor towards
higher values for both pixels. This leads to an intriguing
conclusion that the choice of an operation mode optimized for
baseline stability in combination with predictive sensing may
yield more accurate measurements than a sensor with a desired
sensitivity profile yet a poorly understood drift behavior.

B. Model Optimizations

Below we consider two optimizations for the developed
predictive models. We investigate the impact of a lower
transient sampling rate on model accuracy, and explore model
size reduction to address scarce resources of IoT devices.
Minimizing #transient samples. The length of the transient
|W | impacts the energy savings one can achieve with the
duty cycle sensor operation. Unfortunately, early values of the
transient are highly affected by the relative humidity change
rather than tVOC or H2. So, we ask how does the choice of
Ton affect model accuracy for a fixed Toff. Table IVa suggests
that best performance is achieved for |W | = 160, representing
a longer transient. Moreover, we observe that the length of
the transient response positively impacts the accuracy of the
models since more information becomes available.

Model optimization for IoT devices. To boost the on-device
inference performance, we apply Tensorflow Lite2 to convert
original Tensorflow models and run optimized ones at the
edge. Given our original Tensorflow model GRU (|W | = 160),
we can convert it to a more efficient Tensorflow Lite model
TFLite and further optimize it to TFLite-optimize. We then
evaluate the optimized model performance in terms of model
size, inference time and prediction MAE on the Dtrain+test test
set on a laptop with a 2.5 GHz Quad-Core Intel Core i7
processor. The results are shown in Table V. The results show
that Tensorflow Lite can significantly reduce the model size
and inference time without affecting the prediction accuracy.
With optimization methods, the model size can be further
reduced from 17 KB to 14 KB and inference time drops by
0.1 ms with slightly increased prediction errors.

Model Size Inference Time Prediction MAE
[kb] [ms] [ppb]

GRU 46 157.106 24
TFLite 17 2.502 24

TFLite-Optimize 14 2.407 32

TABLE V: Model Optimization Comparison.

C. Energy-Efficient IAQ Sensing

The power consumption for the SVM30 sensor board was
measured using the RocketLogger [24] and is summarized for
the on and off states in Table VI. The energy cost of acquiring
transient responses of length 40, 80, and 160 are also reported.
The cost is linear but has an offset from the current peak when
the sensor is turned on. By power-gating the sensor board,
the SVM30’s average power consumption can be significantly
reduced. However, it should be noted that the SVM30 operates

2https://www.tensorflow.org/lite
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(a) tVOC prediction on Dtrain+test test set.
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(b) CO2-eq prediction on Dtrain+test test set.
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(d) CO2-eq prediction on D+4d
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test .
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(f) CO2-eq prediction on D+22d
test .
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(g) tVOC prediction on D+53d
test .
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Fig. 6: Comparison of predictive sensing (1.5 % duty cycle, Ton = 5 s on-time, GRU model based on |W | = 160 samples) to continuous and
duty cycled calibrated measurements on future data. The plots also highlight IAQ-levels specified in Table II. Left: tVOC. Right: CO2-eq.
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Fig. 7: Error histograms (Left: Pixel 1, Right: Pixel 2) over different
offsets artificially introduced to the test datasets. Predictive sensing
is realized with a GRU model, |W | = 160. The sweet spot providing
the best model performance gradually shifts left indicating a drift of
the sensor’s baseline observed over the course of 2 months.

at 5 V and the SGP30 at 1.8 V, allowing for the possibility of
further optimizations in terms of energy efficiency.

Poff Pon E40 samples E80 samples E160 samples
[nW] [mW] [mJ] [mJ] [mJ]

127 231 264 521 1036

TABLE VI: SVM30’s measured power dissipation per state
and energy consumption for different transient lengths |W |.

To demonstrate the feasibility of air quality sensors using
indoor photovoltaics, a simulation using a real-world data set
[25] will be performed. The data set’s available signals include
the energy produced by a Sanyo AM-5412 solar panel (50
mm × 33 mm) at different indoor locations for over two



years. A discrete time simulation takes into account the data
set’s harvested energy, the sensor energy, and an ideal storage
device. The storage element had an initial charge of 10 J and
a maximum capacity of 50 J. Since the SVM30 requires a
supply voltage much higher than the actual SGP30 sensor,
the simulation assumes the minimum supply voltage of 1.8 V,
thus avoiding down-conversion inefficiencies. In doing so, the
energy required to measure 160 samples is reduced to only
400 mJ. The simulation results for one week of data can be
seen in Fig. 8. The week chosen was 2017-07-27 to 2017-08-
03 at Location 14, which is next to a window facing east. In the
summer months, this location received direct sunlight during
the morning hours. Determining a guaranteed sampling period
under unpredictable energy harvesting conditions is a difficult
problem, since even small inaccuracies in harvested energy
predictions can have a drastic impact on the available energy,
and consequently, the sampling frequency [26]. During this
period, however, we show that the maximum self-sustainable
sampling period for the SGP30 sensor is 40 minutes. The
SGP30’s high power consumption has a significant impact on
the self-sustainability, even though the energy for local data
processing and transmission has not been taken into account.
In future work, the new generation SGP40 sensor will reduce
the active power by more than one order magnitude. This jump
in energy efficiency will bring indoor air quality sensors much
closer to year-round self-sustainable operation from indoor
energy harvesting.
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Fig. 8: Duty Cycling MOX Sensors can reduce average power con-
sumption to levels sustainable with indoor photovoltaics. Harvested
energy prevents the storage element from fully discharging.

V. RELATED WORK

This section summarizes state-of-the-art and discusses open
issues when operating low-cost sensors in low-power modes.
Low-cost gas sensors. Low-cost sensors measuring gaseous
pollutants (e.g., volatile organic compounds (tVOC), carbon
monoxide (CO), ozone (O3), oxides of nitrogen (NOx)) ap-
peared on the market less than a decade ago. The most
popular sensing principles are based on electrochemical (EC)
or metal oxide (MOX) layer reactions. EC sensors require
little power to operate, but are relatively large and suffer
from long response times in the range of several minutes.
MOX is the most commercially successful type of gas sensor

with applications ranging from environmental monitoring [27],
[28], energy [29], food [30], automotive [31], and safety and
security [32] to biomedicine [33], [34]. MOX sensors respond
to gases with changes in their electrical resistance and are
capable of measuring all main gaseous pollutants [35]. The
main limitations of MOX technology are a lack of selectivity,
high power consumption, and temporal drifts [1], [36].
Sensor calibration. Sensor data quality defines the overall
utility of a sensing system. However, low-cost sensors exhibit
baseline and sensitivity drifts, high sensor noise and may
fail. Sensor calibration is a commonly used method to reduce
these errors by finding a calibration model that transforms raw
measurements of a low-cost sensor into its calibrated form
given by a reference [37], [38]. In the context of gas sensing,
many recent works propose to calibrate sensors in the target
environment as opposed to a lab or factory conditions [39],
[40]. Even if the sensors are initially calibrated, they require
periodic re-calibration to ensure high quality [41]. Periodic
sensor calibration is a must in any long-term deployment [7],
[8]. Calibration approaches are also used to calibrate a network
of sensors automatically in the field, e.g., blind [42]–[44],
collaborative [37], [45], [46] and transfer [47], [48] calibration.
Low-power operation of MOX sensors. Although sensor
manufacturers increasingly add signal conditioning and com-
pensation on chip, these enhancements are based on the phys-
ical model of the sensor response. Machine learning promises
further optimizations. Only very few recent works [2], [3] pro-
mote using machine learning to reduce power consumption of
sensors by predicting their short-term response from transient
samples. In [2] the authors develop a low-power ammonia
monitoring system based on predictive sensing with LSTM
networks. They obtain an average prediction error of 0.12 %
and a mean absolute error of 9.38 ppm while shortening the
heating time of the sensors and thus the energy consumption
down to 99.6 %. The model works on new sensors with an
error increase of up to 0.20 %. In [3], low-cost gas detection
sensors are turned on for 20 s and then off for 120 s. LSTM
is used to interpret the transients. Although the authors show
feasibility of the approach, they focus on a single gas and do
not address the changes of sensor’s sensitivity profiles due to a
different operation mode, necessary to generalize the approach
to a multi-gas case.

VI. CONCLUSION

This paper explores predictive sensing —duty cycling a gas
sensor and correcting for its altered sensitivity profiles— for
low-power air quality monitoring. In our scenario, a broadband
MOX sensor SGP30 is exposed to a chemical cocktail of
multiple interfering gases present in an indoor environment.
This makes compensation for an altered sensor sensitivity
profile challenging, due to its discontinuous operation. We
show that state-of-the-art machine learning models enable
predictive sensing and can tolerate minor baseline shifts. The
proposed methods are evaluated on two MOX materials with
different sensitivity profiles and achieve up to 20 % improve-
ment in terms of IAQ levels compared to operating a sensor



in a duty cycle mode without predictive sensing. In terms of
ppb values, the improvement is up to 50 %. Furthermore, we
explore optimizations of the trained models for these to be
used directly on IoT devices and argue that with predictive
sensing MOX sensors can be used in energy harvesting sensing
platforms and provide accurate measurements that match those
obtained with a continuously powered sensor.

In the future, we plan to investigate a variety of sensor
duty cycles, the model’s long-term behavior and adapt the
algorithms to Sensirion’s new SGP40 sensor with significantly
lower power consumption. This will help us investigate the
possibility of measuring gases with batteryless systems.
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