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Abstract A rendezvous is a temporal and spatial vicinity of two sensors. In this
paper, we investigate rendezvous in the context of mobile sensing systems. We
use an air quality dataset obtained with the OpenSense monitoring network to
explore rendezvous properties for carbon monoxide, ozone, temperature, and humidity processes. Temporal and spatial locality of a physical process impacts the
number of rendezvous between sensors, their duration, and their frequency. We
introduce a rendezvous connection graph and explore the trade-off between locality of a process and the amount of time needed for the graph to be connected.
Rendezvous graph connectivity has many potential use cases, such as sensor fault
detection. We successfully apply the proposed concepts to track down faulty sensors and to improve sensor calibration in our deployment.

1

Introduction

In recent years, wireless sensor networks (WSNs) have become a mature technology
and are successfully used in a number of long-term installations [1, 2]. Most deployments are composed of static sensors fixed at desired locations, which are carefully
chosen according to the node’s communication and sensing ranges. The data measured
by such deployments is usually highly temporally resolved at every chosen location.
The main drawback of static installations is, however, their poor spatial scalability to
monitor large areas. Involvement of mobile sensor nodes increases spatial area coverage at the price of temporal coverage. Additionally, it enables aperiodic rendezvous
between sensors. We define a rendezvous as a temporal and spatial vicinity of two sensors. A rendezvous is not bounded to a specific location in time and space. In fact,
two sensors moving around hand in hand build one rendezvous with infinitely many
temporally and spatially related measurements.
Despite the advantages of mobile sensors, ensuring faultless operation [3, 4], automatic sensor calibration [5,6], and data quality (e.g., by timely detection of outliers [7])
are challenging tasks in mobile networks due to the sporadic and unpredictable nature of rendezvous. Additionally, access to reliable reference measurements is absent
or limited to a small number of locations. Thus, supervising the error-free operation of
mobile sensor networks is only possible by either carefully designing and exploiting
rendezvous between sensors, or applying model-based data validation schemes. The
latter requires models describing the phenomenon of interest and sensors in use, which
are typically not known a priori [8] and hard to obtain [9, 10].
In many urban areas, public transport vehicles, such as streetcars and buses, provide
a suitable basis for deploying wireless sensor nodes [11]. The inherent mobility in such
installations often solves spatial coverage problems and enforces high probability of

rendezvous due to a usually good connectivity of public transport networks (PTNs). We
monitor airborne pollutants and environmental parameters with the OpenSense nodes,
which are installed on top of public streetcars traversing the city of Zurich, Switzerland.
In this paper, we use our deployment to implement an in-depth analysis of rendezvous between mobile sensor nodes to ensure consistent network operation, and investigate prerequisites and limits of this approach. To the best of our knowledge, this
is the first paper researching this direction. The presented results are based on data
obtained from three months of operation gathering more than 4 millions measurements.
Past research efforts on exploiting rendezvous in mobile networks focused on data
communication [12–15] and network-wide time synchronization [16]. In both cases, a
rendezvous depends on the node’s communication range and is assessed in terms of
successful communication between two nodes. This definition is binary, since communication either succeeds or fails. Many environmental monitoring applications would
leverage a phenomenon-based definition of rendezvous for their use in sensor calibration and sensor failure detection routines [17, 18]. However, given temporal and spatial
distances between two sensors, what can be concluded about the similarity of their respective measurements? How close should two sensors come together so that one can
expect their measurements to be similar? In this paper, we make use of our dataset to
shed light on these questions.
Contributions and Roadmap. Different phenomena exhibit different notions of
spatial and temporal locality. Once two sensors are in close vicinity of each other, they
are expected to deliver similar measurements. In this paper, we propose a phenomenonbased definition of a rendezvous, which exploits this property using air pollution measurements from our mobile OpenSense nodes traversing a large urban area of 100 km2 .
The main contributions described in this paper are:
– We introduce the notion of a rendezvous based on the spatial and temporal locality
of a phenomenon. Using the OpenSense dataset, we can clearly distinguish global
(temperature and humidity) from more local (carbon monoxide) phenomena.
– We construct a rendezvous connection graph, which enables comparing any pair of
sensors in the network. We explore the trade-off between locality of a phenomenon
and time required to achieve connectivity in the rendezvous connection graph. We
find that in our deployment connectivity is achieved within a few days even for
local phenomena, such as carbon monoxide dispersion in an urban environment.
– We demonstrate the applicability of rendezvous to detect sensor failures and to
improve sensor calibration in the running OpenSense deployment.
We summarize related work in Sec. 2. In Sec. 3 we present the OpenSense deployment
and describe the dataset used in Sec. 4 to explore the properties of rendezvous. The
determined rendezvous parameters for a number of environmental phenomena are used
in Sec. 5 to detect faulty sensors and update sensor calibration. We conclude in Sec. 6.

2

Related Work

Two directions in WSN research are related to the contributions of this paper: exploiting
node rendezvous in mobile networks and characterization of sensors’ sensing ranges.

Many applications of mobile networks leverage node rendezvous for data communication [12] and time synchronization [16]. A large body of work explores temporal connectivity in opportunistic networking, e.g., [19]. Several works advocate data muling to
minimize node energy consumption by gathering data with a mobile sink [13–15]. The
resulting communication range based rendezvous are defined by a successful communication link and are thus binary in contrast to sensing range based rendezvous.
Unit disc graph model [20] of a sensing range is a popular assumption in a great
body of theoretical publications. Although this model is rather simplistic, it is widely
used for theoretical analysis and algorithm design. In particular, many early coverage
and k-coverage scheduling algorithms are based on this model [17,21–24]. These works
often either ignore the deviation of the model from reality or assume that the sensing
radius can be obtained. A few works even propose to calibrate the sensing range to fit
specific requirements [25, 26].
More recent research activities explore diversity of sensing ranges and build algorithms that are not limited to any specific model. In [27], the authors developed an
energy efficient node scheduling algorithm for environmental monitoring applications,
which exploits correlations between sensors to create the maximal number of uncorrelated subgroups. Energy savings are achieved by keeping active only one node from
each subgroup at a time. The authors of [28] explore the impact of sensing diversity
on sensor collaboration with the goal to achieve confident sensing coverage. The study
of sensing diversity is based on a sensor network deployment for vehicle detection.
The main idea of [29] is to develop precise models of a sensing range by relating the
location of events to event detection results of individual sensors. Events are either
generated intentionally or highly dynamic natural events are used to learn the sensing
ranges. Similarities of measurements are computed using P-norm, that, in contrast to
our work, needs the sensors to be well-calibrated. Another closely related work is [3],
that discusses simulation results of a neighbor-based node fault detection scheme by
comparing sensor measurements within the node’s neighborhood. Similar to our work,
the authors propose to apply smooth filtering to correct some false readings due to transient faults.
In contrast to previous research, we investigate the problem of rendezvous design
based on unknown sensor sensing range in a mobile scenario and in an uncontrolled
setting. Our analysis and the obtained rendezvous parameters have not only spatial but
also temporal characteristics, which is not explored in any of the above works. Our
approach works for noisy uncalibrated sensors and can be used for detecting sensor
faults and sensor calibration.

3

OpenSense System and Deployment

OpenSense is an air quality monitoring network composed of mobile sensor nodes,
which leverage mobility of a local public transport network (PTN), and two governmental static stations providing high-quality measurements. The operation cycles of the
PTN underlying the OpenSense network impact rendezvous times and locations. In this
section, we present the OpenSense node’s hardware and software as well as statistics
on the OpenSense network operation. The evaluation is based on a three-month dataset

Figure 1. The OpenSense node is equipped with several sensors, such as ozone (O3 ) and carbon
monoxide (CO), to monitor airborne pollutants and environmental parameters.

acquired from March to May 2013. This dataset is used in the next section to examine
the properties of rendezvous for several environmental phenomena.
The core of an OpenSense node, depicted in Fig. 1, is a Gumstix embedded computer with a 600 MHz processor running the Ångström embedded Linux operating
system. A GPS receiver supplies the station with precise geospatial information. The
weight of a node is approximately 4.5 kg and its power draw is around 40 W. Variations
of the local air quality is measured with a set of gas sensors measuring ozone (O3 ) [30]
and carbon monoxide (CO) [31], along with temperature and relative humidity [32].
Five OpenSense nodes are equipped with a second temperature sensor located inside
the box. All sensors face the direction of vehicle movement and are protected with covers from dust and rain. A fan on the back of the sensor box ensures a constant air flow
through the box. O3 , temperature, and humidity are measured every 20 s while the CO
and internal temperature sensors are sampled once every 60 s. All measurements are
transmitted over the GSM network to the back-end server running GSN [33], a software middleware that facilitates data collection in sensor networks. To prevent data loss
due to communication failures, the OpenSense node temporary stores measured data in
a local database until its reception is acknowledged by the back-end server.
Two reference stations, part of the governmental local air quality monitoring network, are located 4 m and 16 m apart from the PTN tracks. The stations are equipped
with several high-quality analytical instruments capable of measuring main air pollutants with high precision. Data from these stations has a temporal resolution of 60 s.
Since February 2013, ten OpenSense nodes are operating on top of streetcars by
traversing an urban region of 100 km2 . Fig. 2(b) and Fig. 2(c) show operation times of
each node. A sensor node operates approximately 20 hours per day. During the night,
typically from 1:00 AM to 5:00 AM, the streetcars are in their depots. Not all streetcars
are used every day. On a regular day, on average, nine out of the ten streetcars are in
operation. The streetcars are hosted by a set of depots in the city marked with circles
in Fig. 2(a). A depot serves a subset of lines, thus, any of its routes can be taken by a
streetcar hosted by the depot. A streetcar changes routes from time to time or remains
inactive in a depot for a few days. For example, node 1 remained in the depot for several
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Figure 2. OpenSense nodes cover a large urban area of 100 km2 on top of ten streetcars. On
average 9 sensor nodes are in operation for 20 hours per day. In three months more than 4 million
measurements are performed.

weeks after an accident, as observable in Fig. 2(b) on the low number of days in operation. Although sensor mobility is limited to streetcar tracks, the OpenSense network
covers many places with low and high traffic densities, parks, shopping and living areas.
In total, a sensor node monitors air pollution along 3–6 different routes. On average, a
streetcar decides daily on a new route. This behavior gives two advantages with respect
to air quality monitoring on top of a streetcar network: (i) good spatial and temporal
coverage of the city, as shown in Fig. 2(a) and (ii) high chances of rendezvous between
sensor nodes or between sensor node and reference stations within a few days.
During the three months under analysis, the ten sensor nodes transmitted in total
over 4 million data packets with O3 , CO, temperature, and humidity readings, as depicted in Fig. 2(d). We use this data to investigate the temporal and spatial locality of
the measured processes and to determine relevant rendezvous parameters. We ensure
that the GPS position and the timestamp of each sensor reading are accurate. To this
end, our system implements two data filters: (i) a GPS-Filter to eliminate sensor readings with inaccurate GPS locations and (ii) an Indoor-Filter to filter out data measured
inside depots. About 57.1 % (2.46 million) of the measurements pass the two data filters.
The GPS-Filter leverages the horizontal dilution of precision (HDOP) value, which
indicates the geometrical positioning of the GPS satellites. Smaller values imply a good
positioning. In our implementation, we filter out sensor readings with HDOP greater
than 2.5, which results in 1.1 % eliminated values. The 2.5 threshold corresponds to a
localization precision of a few meters. Later we will show that the processes measured
with the OpenSense network require spatial closeness of tens of meters and thus can
tolerate position inaccuracies of several meters.

The Indoor-Filter eliminates further 41.8 % of measurements that were possibly
performed in depots. Although the measurements are generally valid, they do not provide close estimates of the urban air pollution and lead to inconsistent (indoor/outdoor)
value pairing at a rendezvous. Indoor-Filter removes all measurements taken by an
OpenSense node within the radius of 300 m from the depot location (as can be observed in Fig. 2(a) by missing measurements in the close vicinity of depots). It also
eliminates sensor measurements taken up to 30 min after leaving the depot to account
for the time needed to adapt the sensor signal to outdoor conditions.

4

Rendezvous and Graph Connectivity

Let u and v be two, possibly mobile, sensors. Both sensors take time-ordered measurements {xi }, {yj } ⊂ D, ∀i, j ∈ N \ 0 from a domain of sensor values D. Let Φ be a set
of pairs of measurements taken by the sensors u and v defined by
Φ = {(xi , yj ) | d(xi , yj ) ≤ dˆ ∧ t(xi , yj ) ≤ t̂},
where d(xi , yj ) and t(xi , yj ) define temporal and spatial distances between the measurements xi and yj , respectively. The parameters dˆ and t̂ set constraints on the closeness of two measurements. The sensors u and v make a rendezvous if the set of measurement pairs includes at least k values, |Φ| ≥ k, where k depends on the use case
of the set Φ as we will show later. Pairs of measurements in Φ are referred to as rendezvous pairs. A rendezvous pair can be determined by comparing timestamps and GPS
positions of two sensor readings taken by u and v. Rendezvous allow a number of useful applications, such as detecting sensor failures and performing sensor calibration, if
correlation of rendezvous pairs is high. In this section, we experimentally investigate
the dependency between rendezvous parameters dˆ and t̂ and correlation of rendezvous
pairs for different environmental processes based on the sensor measurements acquired
by the OpenSense deployment. A process is local, if it requires tightly set rendezvous
parameters to achieve high correlation of rendezvous pairs. We investigate the trade-off
between locality of a process of interest and amount of time required to get sufficient
number of rendezvous pairs between sensors in the OpenSense network to draw conclusions on the status of the deployed sensors.
4.1

Process-Induced Rendezvous

We expect spatially and temporally close sensor readings to be similar [3, 27]. Given
a set of rendezvous pairs for some rendezvous parameter values dˆ and t̂, we compute
the Pearson correlation coefficient to quantify their similarity. We require |Φ| ≥ 1, 000
rendezvous pairs between any two sensors and vary the values of spatial and temporal
rendezvous parameters dˆ ∈ [25 m, 500 m] and t̂ ∈ [1.5 min, 30 min]. Although not all
sensors used in the evaluation are perfectly calibrated, the calibration curves of these
sensors are nearly linear [30, 31]. In this case, insufficient calibration has no impact on
the correlation between two sensors.
In the first row of Fig. 3, we present the average pairwise correlation of rendezvous
pairs for the processes monitored by the OpenSense network: CO, O3 , temperature,
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Figure 3. Pearson correlation of the monitored phenomena for different spatial dˆ and temporal t̂
thresholds. [s] denotes signal aggregation with window size of 20.

and humidity. The obtained results suggest high variability of sensing patterns both in
time and space depending on the process of interest. We observe an irregular correlation
decrease pattern whereas our expectation is a monotonic decay. We make the following
observations: (i) sensors are subject to noise, (ii) change of the process might be too fast
for our measurement schedule, and (iii) change of the process might be too local for our
requirements on spatial closeness. We smooth the values in rendezvous pairs taken with
the same sensor with a moving average to address the first two issues. Note that sparse
sampling can be compensated by signal aggregation [34]. In the second row of Fig. 3,
we smooth the sequences by using moving averages with window size of 20 before
computing the correlation coefficients. For all considered phenomena we were able to
obtain a more coherent picture of the decay of spatial and temporal relation between
sequences of measurements.
Our results suggest that the variation of CO in the air is very local and requires
spatial closeness of <100 m (Fig. 3(a) and Fig. 3(e)) for two sensors making a rendezvous. Variation of humidity and temperature is minor over the considered temporal
and spatial limits. This is confirmed by high correlation (>0.95) of rendezvous pairs
for all points in the plots (Fig. 3(c)-Fig. 3(d) and Fig. 3(g)-Fig. 3(h)). In this case, the
improvement gained through data aggregation is insignificant due to low sensor noise
as can be concluded from a very small increase of average correlations.
The bottom left corner in all subfigures of Fig. 3 does not contain any data as a result
of low number of rendezvous pairs (|Φ| < 1, 000) and is thus white-colored. We observe
an important trade-off between correlation of rendezvous pairs and their number. On the
one hand, tighter rendezvous parameter values lead to a higher correlation of values. On
the other hand, it takes longer to obtain a sufficient number of rendezvous pairs to enable
their useful applications, such as sensor fault detection and sensor calibration.
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Figure 5. Network connectivity analysis. Network connectivity depends on the spatial and temporal thresholds and on the required number of measurements per rendezvous.

4.2

Rendezvous Connection Graph

The number of rendezvous pairs depends on the parameters dˆ and t̂. Analysis of the
OpenSense dataset reveals that the number of rendezvous pairs increases significantly
for larger dˆ and t̂, cf. Fig. 4(a). On average, a pair of sensors located up to 100 m from
each other and taking measurements up to 10 min apart makes over 20,000 parallel
measurements over the period of three months. We plot the total number of rendezvous
pairs per hour for this parameter setting in Fig. 4(b). One streetcar was on maintenance
before mid-April, which explains the 9x increase of rendezvous pairs over the last 1.5
months. The distribution of rendezvous pairs among nodes is uneven, as depicted in
Fig. 4(c) (line thickness is proportional to the number of rendezvous pairs) and depends
on whether two streetcars share the same depot and thus serve the same set of lines.
A large number of rendezvous pairs per se does not ensure that one can compare
any two sensors in a mobile network. We introduce a rendezvous connection graph as
an undirected graph with a set of sensors as its vertices, and a set of edges between
sensors, which make a rendezvous. Connectivity of the rendezvous connection graph is
crucial for identifying sensor failures and updating sensor calibration as will be shown
in the next section. In Fig. 5, we plot the probability of having the OpenSense connectivity graph connected within a given time limit in days. We compare results for
cases when |Φ| ≥ 1, 000 and |Φ| ≥ 5, 000 rendezvous pairs are sufficient to qualify
for a rendezvous. This is necessary in case of noisy sensors and gives the possibility
to compute a correlation between rendezvous pairs. In all cases, our dataset suggests
that within 4 days it is highly probable to connect the whole network. All nodes in the

network are always reachable within 7 days. As can be seen in Fig. 5(b), very tight rendezvous parameters may increase the time required for network connectivity, however,
most processes monitored by the OpenSense network set more relaxed constraints on
rendezvous (e.g., dˆ = 100 m and t̂ = 10 min). Considering reference stations does not
impact the time needed to reach all nodes in the network, indicating that a subset of
OpenSense nodes passes by reference stations quite often.

5

Rendezvous Applications

We end the paper with two case studies that use the introduced rendezvous to detect
faulty sensors and calculate up-to-date calibration parameters for functional sensors.
Based on our findings from Sec. 4 we fix the spatial and temporal threshold of a rendezvous to dˆ = 100 m and t̂ = 10 min, respectively. For simplicity we use the same
threshold for all environmental datasets.
5.1

Case Study: Faulty Sensor Detection

A faulty sensor often generates data which does not look conspicuous and does not
conform to the typically used fault models [3]. This makes fault detection a non-trivial
challenge. In this work, we consider a sensor faulty if its measurements do not correlate
with the majority of mutually correlated sensors at rendezvous. A similar definition of
a faulty sensor in static networks is used in [3]. Sensor faults might be a consequence
of hardware failures (e.g., gas sensors can be destroyed if exposed to grease or organic
solvents [30]) or sensor sensitivity loss and soaring noise due to sensor aging. Although
our gas sensors are uncalibrated, they are not treated as faulty and give high correlations
on account of linearity of their sensor output [30, 31]. Linear transformations have no
effect on the Pearson correlation coefficient.
In case of easily-comprehensible environmental phenomena, such as temperature, it
is often obvious whether a sensor is faulty or not. For example, the snapshot in Fig. 6(a)
shows an obviously faulty temperature sensor considering that the sensor is calibrated
and the measurements were taken in summer. A threshold filter would be able to detect
this kind of faults. For many environmental phenomena like gases and even humidity,
a faulty sensor might be difficult to recognize. Fig. 7(a) shows an example of a faulty
humidity sensor, which is difficult to identify without further data.
Based on data from the OpenSense network we observe that a surprisingly low correlation of calibration pairs at a rendezvous indicates that one of the sensors is not working properly. We demonstrate this statement with the help of Fig. 6(b) and Fig. 7(b),
where both plots show pairwise correlations between temperature and humidity sensors attached to OpenSense nodes for dˆ = 100 m and t̂ = 10 min. The thickness of the
edge is proportional to the correlation of the nodes’ measurements at a rendezvous. The
failed temperature sensor is the internal temperature sensor built-in five OpenSense
nodes. Only these OpenSense nodes have edges in the rendezvous connection graph in
Fig. 6(b). The average correlation between sensor 3 and other sensors is 0.32, whereas
the average correlation between correctly working sensors is >0.98. The faulty humidity sensor has an average correlation of 0.21 with other sensors, whereas the functional
sensors have >0.96 correlation between each other.
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Figure 7. The faulty humidity sensor of node 6 does not look conspicuous and does not conform
to the typically used fault models. However, it reveals significantly lower correlation with other
sensors when compared to the correlation of fully functional sensors.

5.2

Case Study: Sensor Calibration

In the second case study we demonstrate how rendezvous can be used to calibrate lowcost sensors. The ten sensor nodes pass by two reference stations from time to time,
which are located near the streetcar tracks. We make use of these rendezvous between
sensor nodes and reference stations to calculate up-to-date calibration parameters for
the ozone and temperature sensors deployed in the OpenSense nodes.
We illustrate the applicability of sensor calibration using rendezvous with a threeday data extract from sensor node 7. We use the method of least squares to adjust the
calibration parameters of the sensors such that the sum of squared differences between
sensor readings and reference measurements is minimized [35]. With this calibration
approach, we are able to considerably increase the measurement accuracy of node 7, as
depicted in Fig. 8. For temperature the mean absolute error is reduced from 2.1±1.6 ◦ C
to 0.4±0.5 ◦ C and for ozone from 10.5±5.3 ppb to 4.2±5.1 ppb. Further, we could remove for both sensors an undesired bias as it can be seen on the mean error of 0 (colored
straight lines in Fig. 8(b) and Fig. 8(d)).

6

Conclusions

This work introduced and explored the potential of phenomenon-based rendezvous between sensors in a mobile setting. For our analysis we used data gathered with the
OpenSense network, which monitors air quality on top of streetcars in an urban area.
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Figure 8. Before and after using rendezvous to calibrate the temperature and ozone sensors of
node 7. The colored lines denote the average (straight) and standard deviation (dashed) of the
measurement errors when compared to measurements from the reference station.

Pairwise correlations between measurements of mobile sensors at various spatial and
temporal distances revealed a dependency between the locality of a monitored phenomenon and the strength of correlation. This dependency impacts the parameters that
define a rendezvous and control its duration and frequency. We presented the results
for a dataset comprising CO, O3 , temperature, and humidity sensor readings. We found
that all sensors in the OpenSense deployment can be reached within a few days to test
the correct behavior of the whole network. As a case study of the developed concepts,
we used rendezvous to detect sensor failures and to improve sensor calibration.
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